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1 Eigenvalues and eigenvectors

Definition 1. A d x d matrix M has eigenvalue X if there is a d-dimensional vector u # 0 for which
Mu = Au. This u is the eigenvector corresponding to A.

In other words, the linear transformation M maps vector u into the same direction. It is interesting
that any linear transformation necessarily has directional fixed points of this kind. The following chain of
implications helps in understanding this:

A is an eigenvalue of M

there exists u # 0 with Mu = Au

there exists u # 0 with (M — AI)u =0

(M — XI) is singular (that is, not invertible)
< det(M — AI) = 0.

toe

Now, det(M — AI) is a polynomial of degree d in A. As such it has d roots (although some of them might be
complex). This explains the existence of eigenvalues.
A case of great interest is when M is real-valued and symmetric, because then the eigenvalues are real.

Theorem 2. Let M be any real symmetric d X d matrixz. Then:
1. M has d real eigenvalues A1, ..., \q (not necessarily distinct).

2. There is a set of d corresponding eigenvectors uy, ..., uq that constitute an orthonormal basis of RY,
that is, u; - u; = 6;5 for all i, 7.
2 Spectral decomposition

The spectral decomposition recasts a matrix in terms of its eigenvalues and eigenvectors. This representation
turns out to be enormously useful.

Theorem 3. Let M be a real symmetric d X d matrix with eigenvalues A1, ..., q and corresponding or-
thonormal eigenvectors uy,...,ugq. Then:
T T T A1 0 — uy —
Ao — Uy —
IL.M=| uy u - uy
J, l l 0 Ad — ugy —
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2. M= Z?:l )\iuiuiT.

Proof. A general proof strategy is to observe that M represents a linear transformation x — Mx on R¢,
and as such, is completely determined by its behavior on any set of d linearly independent vectors. For
instance, {uy,...,uq} are linearly independent, so any d x d matrix N that satisfies Nu; = Mu; (for all 7)
is necessarily identical to M.

Let’s start by verifying (1). For practice, we’ll do this two different ways.

Method One: For any i, we have

QAQ"u; = QAe; = QNe; = \Qe; = \u; = Mu,.

Thus QAQT = M.
Method Two: Since the u; are orthonormal, we have Q7Q = I. Thus Q is invertible, with Q~! = Q7
whereupon QQ” = 1. For any i,

Q"MQe; = Q"Mu; = Q"Aw = MQTw; = Ne; = Ae;.

Thus A = QT"MQ, which implies M = QAQT.
Now for (2). Again we use the same proof strategy. For any j,

<Z)\iuiu?> u; = \u; = Mu;.

Hence M =}, Au;ul O

3 Positive semidefinite matrices

We now introduce an important subclass of real symmetric matrices.

Definition 4. A real symmetric d x d matrix M is positive semidefinite (denoted M 3= 0) if 27 Mz > 0 for
all z € RY. Tt is positive definite (denoted M > 0) if zT Mz > 0 for all nonzero z € R%.

Example 5. Consider any random vector X € R%, and let y = EX and S = E[(X — p)(X — p)T] denote its
mean and covariance, respectively. Then S = 0 because for any z € R?,

278z = ZTE[(X — u)(X — 7]z = E[(z"(X — p)(X - p)72)] = El(z- (X - w)? > 0.
Positive (semi)definiteness is easily characterized in terms of eigenvalues.
Theorem 6. Let M be a real symmetric d x d matriz. Then:
1. M is positive semidefinite iff all its eigenvalues \; > 0.
2. M is positive definite iff all its eigenvalues \; > 0.

Proof. Let’s prove (1) (the second is similar). Let A1,...,Aq be the eigenvalues of M, with corresponding
eigenvectors uy, ..., uq.

First, suppose M 3= 0. Then for all i, \; = ul Mu; > 0.

Conversely, suppose that all the \; > 0. Then for any z € R¢, we have

d d
z'Mz = 27 (Z/\iuiuiT> z = Z/\i(Z'U)Q > 0.
i=1 i=1



4 The Rayleigh quotient

One of the reasons why eigenvalues are so useful is that they constitute the optimal solution of a very basic
quadratic optimization problem.

Theorem 7. Let M be a real symmetric dx d matriz with eigenvalues \y > Ay > - -+ > Ay, and corresponding
etgenvectors uy, ..., uq. Then:

™
max z! Mz = maxz = Z _ A1
lz]|l2=1 z#0 zlz
™
min z' Mz = minz T Z_ Ad
llz]|2=1 240 71z
and these are realized at z =1y and z = uy, respectively.
Proof. Denote the spectral decomposition by M = QAQT. Then:
z" Mz z"QAQ"z
= R S A i T -1
WS T W Qe 9@ =l
T
y Ay o T
= max writin, = Z
o STy ( gy =Q'z)
A2 4+ - A2
—  ax 2 + -+ Adyg < A

y£0  yi+ -4 y]

where equality is attained in the last step when y = e, that is, z = Qe; = u;. The argument for the
minimum is identical. O

Example 8. Suppose random vector X € R? has mean p and covariance matrix M. Then z” Mz represents
the variance of X in direction z:

var(z7X) = El(@"(X —u))?) = Elz"(X — u)(X —p)"2) = 2" Mz,
Theorem 7 tells us that the direction of maximum variance is u;, and that of minimum variance is uy.

Continuing with this example, suppose that we are interested in the k-dimensional subspace (of R?) that
has the most variance. How can this be formalized?

To start with, we will think of a linear projection from R? to R¥ as a function x + PTx, where P7T is
a k x d matrix with PTP = I;. The last condition simply says that the rows of the projection matrix are
orthonormal.

When a random vector X € R? is subjected to such a projection, the resulting k-dimensional vector has
covariance matrix

cov(PTX) = EPT(X — u)(X —)TP] = PTMP.

Often we want to summarize the variance by just a single number rather than an entire matrix; in such
cases, we typically use the trace of this matrix, and we write var(P7X) = tr(PT"MP). This is also equal
to E||PTX — PTyu|j3. With this terminology established, we can now determine the projection PT that
maximizes this variance.

Theorem 9. Let M be a real symmetric d X d matriz as in Theorem 7. Pick any k < d.

max tr(PTMP) = A\ +---4+ M\
PcRaxk PTP=I
min__ tr(PTMP) = \;_ o Ag
PcRaxk PTP=I ( ) doktl ot A
These are realized when the columns of P span the k-dimensional subspace spanned by {uy,...,u;} and
{Wg—k+1,...,uq}, respectively.



Proof. We will prove the result for the maximum; the other case is symmetric. Let p1,...,pr denote the
columns of P. Then

k k d d k
tr (PTMP) = Z pzTMpi = Z PzT Z )\jU.jU.? P: = Z )\j Z(pi . llj)Q.
i=1 i=1 j=1 j=1 =1

We will show that this quantity is at most Ay 4 --- + A;. To this end, let z; denote Zle(l)i -u;)?; clearly
it is nonnegative. We will show that > %= k and that each z; < 1; the desired bound is then immediate.
First,

d d E d k k
2 T T TAOT 2
Szo= Y Y (piru)? = > > plwulp = Y p/QQ"p: = Y _|pil; = k.
j=1 i=1 j=1 i=1 j=1 i=1 i=1
To upper-bound an individual z;, start by extending the k orthonormal vectors p1, ..., px to a full orthonor-

mal basis p1,...,pq of R4 Then

d d
zo= > (i)’ < Y (i)’ = Y upiplwy = |uff3 = 1.
i =1 i=1

It then follows that

d
tr (P"MP) = Z,\jzj < M4+ Ay
j=1
and equality holds when p1q,...,pr span the same space as uy, ..., Ui. O

5 Singular value decomposition

For any real symmetric d x d matrix M, we can find its eigenvalues A1, - -+ , Aq and corresponding orthonormal
eigenvectors uy, ..., Uy, and write

d
M = ) Nuu!.
i=1

Assuming |A1| > |A2| > ... |\g|, the best rank-k approximation to M is
k
Mk = Z /\iuiuiT,
i=1

in the sense that this minimizes |[M — My||% over all rank-k matrices. (Here || - || denotes Frobenius norm;
it is the same as Iy norm if you imagine the matrix rearranged into a very long vector.)

In many applications, My, is an adequate approximation of M even for fairly small values of k. And it
is conveniently compact, of size O(kd).

But what if we are dealing with a matrix M that is not square; say it is m x n with m < n:

n

To find a compact approximation in such cases, we look at MTM or MM, which are square. Eigende-
compositions of these matrices lead to a good representation of M.



5.1 The relationship between MM’ and MM

Lemma 10. M”M and MM are symmetric positive semidefinite matrices.

Proof. We’ll do MTM; the other is similar. First off, it is symmetric:

(M'M);; = > (MT)aMy; = > MMy = > (M7)My = (MTM);;.
k k k

Next, MM = 0 since for any z € R", we have z/ M? Mz = ||Mz||3 > 0. O

Which one should we use, MTM or MM7T'? Well, they are of different sizes, n x n and m x m respectively.

n MM m| MMT

n

Ideally, we’d prefer to deal with the smaller of two, MM, especially since eigenvalue computations are
expensive. Fortunately, it turns out the two matrices have the same (non-zero) eigenvalues!

Lemma 11. If X is an eigenvalue of MTM with eigenvector u, then

e either: (i) \ is an eigenvalue of MM with eigenvector Mu,

e or (ii) A =0 and Mu = 0.
Proof. Say A\ # 0; we'll prove that condition (i) holds. First of all, MTMu = Au # 0, so certainly Mu # 0.
It is an eigenvector of MM with eigenvalue ), since

MM? (Mu) = M(M"Mu) = M(\u) = A(Mu).
Next, suppose A = 0; we'll establish condition (ii). Notice that
[Mu|2 = u"M"Mu = «"(M"Mu) = u"(Au) = 0.

Thus it must be the case that Mu = 0. O]

5.2 A spectral decomposition for rectangular matrices

Let’s summarize the consequences of Lemma 11. We have two square matrices, a large one (M? M) of size
n xXn and a smaller one (MMT) of size m xm. Let the eigenvalues of the large matrix be Ay > Ao > --- > A,

with corresponding orthonormal eigenvectors ug,...,u,. From the lemma, we know that at most m of the
eigenvalues are nonzero.

The smaller matrix MM has eigenvalues Ai,...,\,,, and corresponding orthonormal eigenvectors
Vi,...,Vp. The lemma suggests that v; = Muy; this is certainly a valid set of eigenvectors, but they

are not necessarily normalized to unit length. So instead we set
Mui - Mu,- o Mui
[Mu, 2 Vul MTMu; VA

This finally gives us the singular value decomposition, a spectral decomposition for general matrices.

vV, =



Theorem 12. Let M be a rectangular m x n matriz with m < n. Define A\;,u;,v; as above. Then

RIS : R

vV /\2 0 u; —
M — Vl VQ “e Vm

R PAN R — o —

Q1, size m xm

3, size m xn QL sizen xn

Proof. We will check that ¥ = QT MQ,. By our proof strategy from Theorem 3, it is enough to verify that
both sides have the same effect on e; for all 1 <4 < n. For any such i,

T 7. . . AL . .
Q' MQoe; = QT Mu; — { (?1\/)\7v1 ifi <m } _ { Ve 1fz§m} _ e,

ifi >m 0 ifi >m

The alternative form of the singular value decomposition is

m

M = Z \ )\iviuiT,
i=1

which immediately yields a rank-k approximation
k

Mk = Z vV )\iviuZT.

i=1

As in the square case, M, is the rank-k matrix that minimizes |[M — My||%.



